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Introduction to  
Azure Data Explorer

Modern-day enterprises process large and complex data to meet the ever-changing needs 
of their customers, suppliers, and partners, as well as the marketplace. Digital transformation 
presents businesses and organizations with new opportunities and tools to make data-driven 
decisions.

Microsoft’s Azure Data Explorer (ADX) enables businesses to discover real-time insights from 
volumes of streaming data in a cost-effective way. So, businesses can focus on insights, not 
infrastructure, with the easy-to-use, fully managed data analytics service.

What is Azure Data Explorer?

ADX is a fully managed data analytics service for real-time analysis optimized for data streaming 
and designed for data exploration. ADX exposes the typical data model with tables, rows, and 
columns, so you can filter and aggregate data, as well as making joins, but also do full-text 
search, text analysis, and time series analysis, and even run Python and R code embedded in the 
language very close to the data. 

In this e-book, we will talk about industry-specific cases and explain how ADX gives you an 
end-to-end solution for data ingestion, querying, visualization, and management.
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Features of Azure Data Explorer

ADX is a Microsoft-developed, low-latency, big data, append-only analytical database. It features 
durable storage, a query engine, a search engine, support for batch and streaming ingestion of 
data in various formats from various sources, advanced analytics/data science and geospatial 
analytical capabilities out of the box, server-side programmability, and support for visualization, 
scheduling, orchestration, and automation.

Many fundamental Azure features, such as Azure Monitor, Microsoft Sentinel, and Azure Time 
Series Insights, are powered by ADX, which is actively used internally at Microsoft. It is a popular 
platform for log analytics, time series analytics, the Internet of Things (IoT), and general-purpose 
exploratory analytics since it is completely managed, scalable, secure, resilient, and enterprise 
ready. Now, we’ll focus on some of the essential features of ADX: 

 ● Low latency: ADX makes use of compressed columnar and row stores, as well as a 
hierarchical cache model that includes adjustable hot and cold caches supported by RAM 
and local disk, as well as data persistence on Azure Storage. Terabytes and petabytes of 
data can be queried using this architecture, with responses arriving in milliseconds to 
seconds.

 ● Advanced storage engine: Kusto EngineV3 is ADX’s performance-updated next-generation 
storage and query engine. It’s designed to provide unparalleled performance for ingesting 
and querying telemetry, logs, and time series data. EngineV3 includes a new, optimized 
storage format and indexes. EngineV3 uses advanced data statistics query optimizations to 
create an optimal query plan and just-in-time compiled query execution.

 ● Server-side programmability and developer-friendly query language: ADX has its own 
Kusto Query Language (KQL), which is expressive and easy to use. Server-side stored 
functions, continuous intake, and continuous export to Azure Data Lake Storage are all 
supported by ADX. ADX also provides SDKs in C#, Java, Python, Node.js, R, and Go, and 
a REST interface for administration and data operations. It has a web user interface and a 
desktop IDE with excellent IntelliSense, visualization, and query sharing/collaboration. With 
Azure Monitor integration, ADX provides logging, monitoring, diagnostics, and alerting.
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 ● Optimization for time-stamped data: ADX offers time series capabilities and provides 
a wide range of functions ranging from fundamental element-wise operations (adding 
and removing time series) to filtering, regression, seasonality identification, and anomaly 
detection and forecasting. Clustering plugins for pattern recognition are also available in 
ADX, which are highly useful for anomaly identification and root cause investigation. ADX 
is an advanced analytics platform thanks to its support for data science languages and 
libraries, as well as training and scoring in batch and near real time. ADX is also capable 
of collecting telemetry data from cloud services or IoT devices. This data can be analyzed 
for various insights, such as monitoring service health, physical production processes, and 
usage trends.

 ● Native support for all data formats: Raw structured, semi-structured, and unstructured 
(free text) data, such as any type of logs, business events, and user activities, can be 
ingested into ADX from various sources. With KQL features and support for ingesting 
diverse formats in batch or near real time, ADX enables businesses to acquire insights from 
data in its raw form in previously unimagined ways and respond proactively or reactively.

In summary, ADX has the ability to work with any kind of data, at high velocity and low latency. 
Along with KQL, it offers rich and powerful query capabilities that enable a scalable, industry-
leading query performance.
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Increase efficiency  
with IoT analytics

IoT is transforming the way businesses operate, helping them to become faster, smarter, safer, 
and more efficient. It can be found in everything from connected cars to smart buildings, smart 
industries, and healthcare. Companies are attempting to understand how they can use the cloud 
to identify the best solution based on their needs and technical capabilities in order to gain real-
time visibility for remote monitoring and protective maintenance.

On average, companies cite three to four major reasons that led them to adopt IoT. Efficiency 
and productivity are key motivators; the top two reasons that companies implement IoT are 
operations optimization and improvement of employee productivity. The next most common use 
cases are safety and security, which companies view as the top reasons to utilize IoT. Enterprise 
companies also adopt IoT to manage the supply chain, assure quality, track assets, and enable 
sales. While IoT has beneficial applications across industries, each industry prioritizes different use 
cases. 

Healthcare

In healthcare, because of the sensitive and highly regulated nature of its work, IoT is widely used 
for patient monitoring, quality assurance, and logistical support. IoT has emerged as a key tool 
for ensuring quality in various areas and improving patient care. IoT can help improve patient 
safety by reducing human error, improving safety conditions, and making businesses more 
efficient.
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The amount of data generated in the healthcare industry is constantly increasing, yet managing 
this data in hard- or soft-copy formats is extremely tough. Data digitalization can help solve 
this problem; however, interpreting such large amounts of data is one of the most difficult 
undertakings. There are various uses for time series analysis, but health is likely one of the most 
important. A time series analysis of selected metrics is conducted to find a deviation in the 
pattern compared to its typical baseline pattern. ADX contains native support for the creation, 
manipulation, and analysis of multiple time series. 

Manufacturing

Discrete and process manufacturers use time series data to track operational changes 
and equipment performance over time. Thousands of sensors can collect data down to 
microseconds over long periods of time, possibly generating billions of data points and providing 
unprecedented visibility into how measurements alter and shift according to internal and 
external influences. The transformation potential for time series data spans from time-based 
maintenance to conduct maintenance based on manufacturer recommendations, condition-
based maintenance to monitor equipment condition using sensors, predictive maintenance to 
predict issues that could impact operations, and prescriptive maintenance to predict risks before 
they happen and make recommendations to prevent downtime.

A real-world example in the manufacturing industry that used ADX is TOMRA, a Norway-based 
company that is driving a more sustainable future with its sensor-based systems to scan and 
sort products and materials for the food, recycling, and mining industries. To increase workflow 
efficiency and perform quicker queries on massive data volumes, it transitioned from a 
monolithic SQL Server infrastructure to ADX. With the new solution, TOMRA can process up to 
5 billion data points per day, enabling more machines to identify and sort materials for recycling 
quickly and accurately. 
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Automotive

The automobile sector has been growing at a rapid speed for the past decade, thanks in large 
part to data analytics. It contributes to the sector’s growth in a variety of ways, including 
increased safety, lower repair costs, and more uptime. Thanks to IoT, linked cars are becoming 
even more connected (and automated). Car makers can monitor engines and manage powertrain 
performance via data analysis. When it comes to vehicle fleet management, data analysis can 
assist in resolving issues such as speeding and careless driving by gathering large amounts of 
data from sensors and evaluating it according to predetermined criteria. Such technologies 
can help cars maintain optimal performance while also protecting them from misuse and poor 
treatment.

Let’s look at a real-world example. Bosch achieved real-time, granular insights using ADX by 
combining road and weather experience with rich vehicle data—improving driving safety, 
forecast accuracy, and the availability of automated driving functionalities in a globally scalable 
manner. Bosch’s predictive road condition service provides information and warnings to vehicle 
infotainment systems, improves the safety of driver assistant systems, and increases the safety 
and availability of automated driving vehicles by aggregating real-time road weather data and 
cross-OEM vehicle sensor data. Bosch established a continually driving reference fleet, which is 
equipped with professional road condition sensors, for the development and monitoring of the 
service. Bosch set up a system that could give deeper and faster real-time insights into the large 
amount of weather and vehicle data in order to improve its service and scale globally.
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Analyzing IoT data

IoT devices are gathering data at an ever-increasing rate these days. Understanding the data 
collected and identifying significant patterns among the flood remains a challenge for effective 
IoT systems. Fast-moving data streams can take the form of various sorts of time series data. 
It must be handled in a certain sequence, and it is updated in small but regular increments. In 
geological research, processing, manufacturing, and other industrial settings, time series data 
types are common, yet developers charged with digital transformation generally lack time series 
expertise. Organizations and software developers who are expected to provide valuable reports, 
real-time visualizations, and automated feedback loops utilizing IoT sensor data may soon be 
engulfed by IoT device data. They typically have to do it with limited resources or experience. 
According to industry observers, in order to thrive in time series data analytics in the future, 
developers will need to acquire elements of data science and perhaps AI deep learning—while 
still keeping skills in advanced programming.

Any data with a timestamp, such as IoT device data, stocks, and commodity prices, is considered 
time series data. Because this data frequently has large write volumes, it must be compressed 
while also being retrievable. While storing time series data is not a new difficulty, the requirement 
to gather and analyze huge volumes of information from thousands of devices is. Traditional 
SQL databases are not suited to manage time series data since they require each data point to 
be entered independently, resulting in a large number of duplicates. Finding a simple, scalable 
method to conveniently store and access data with such large volumes of data might be difficult. 
However, time series creation, manipulation, and analysis are all supported natively in ADX. 
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IoT analytics with Azure Data Explorer

As you continue your journey with IoT analytics and decide you want tangible insights into your 
business processes via IoT solutions, you’ll need to figure out how to get there based on your 
needs and technical capabilities. Should you purchase a solution or develop it yourself? That 
depends on how much money you want to put into it and what features you want out of the 
box. If you wish to use a ready-made solution on Azure, you have two possibilities: choose IoT 
Central or Time Series Insights, or a partner solution for a no-code or low-code option. Use a 
combination of PaaS services if you want to construct your own solution and have more control 
over different aspects of it.

In this reference architecture, we are laying out one of the patterns to build an IoT analytics 
solution with ADX. The reference architecture is shown in Figure 1. It has a lot of boxes and 
services, but you don’t have to use all of them. The reference architecture serves as an example 
of what can be done. The architecture covers real-time analytics over fast-flowing, high-volume 
streaming data from IoT devices, sensors, connected buildings and vehicles, and so on. It focuses 
on the integration of ADX with other IoT services to cater to both operational and analytical 
workloads using Cosmos DB and ADX. 

The potential use cases for this reference architecture include (but are not limited to):

 ● Fleet management, for predictive maintenance of vehicle parts. This solution is ideal for the 
automotive and transportation industry.

 ● Facilities management, for energy and environment optimization.

 ● Combining real-time road conditions with weather data for safer autonomous driving.
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Figure 1 lays out the complete architecture with ADX at the center of it. Each numbered point on 
the architecture highlights the dataflow of the solution and the relevant component that works 
with the data that is coming in from streaming sources:

Figure 1 – IoT analytics with Azure Data Explorer

1. Azure Event Hubs, Azure IoT Hub, or Kafka ingests a wide variety of fast-flowing streaming 
data, such as logs, business events, and user activities.

2. Azure Functions or Azure Stream Analytics processes the data in near real time.

3. Azure Cosmos DB stores streamed messages in JSON format to serve a real-time 
operational application.
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4. ADX ingests data for analytics, using its connectors for Azure Event Hubs, Azure IoT Hub, 
or Kafka for low latency and high throughput. Alternatively, you can ingest blobs from your 
Azure Blob Storage or Azure Data Lake Storage account into ADX by using an Event Grid 
data connection. You can also continuously export data to Azure Storage in compressed, 
partitioned Apache Parquet format, and seamlessly query the data with ADX.

5. To serve both the operational and analytical use cases, data can route either to ADX and 
Azure Cosmos DB in parallel or from Azure Cosmos DB to ADX:

a. Azure Cosmos DB transactions can trigger Azure Functions via change feed. Functions 
will stream data to Event Hubs for ingestion into ADX.

or

b. Azure Functions can invoke Azure Digital Twins through its API, which then streams data 
to Event Hubs for ingestion into ADX.

6. The following interfaces get insights from data stored in ADX:

a. Custom analytics apps that blend data from Azure Digital Twins and ADX APIs
b. Near real-time analytics dashboards generated by Power BI, Grafana, or the ADX web UI 

native dashboards feature
c. Alerts and notifications from the ADX connector for Azure Logic Apps
d. The ADX web UI, Kusto.Explorer, and Jupyter notebooks

7. ADX integrates with Azure Databricks and Azure Machine Learning to provide ML services. 
You can also build ML models using other tools and services and export them to ADX for 
scoring data.

To operate on IoT data, ADX can provide its native advanced analytics functions for:

 ● Time series analysis

 ● Pattern recognition

 ● Anomaly detection and forecasting 

 ● Machine learning

The ADX web UI connects to ADX clusters to help write, run, and share Kusto Query Language 
commands and queries. ADX dashboards are a feature in the Data Explorer web UI that natively 
exports Kusto queries to optimized dashboards.
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Some of the main benefits of this solution for IoT analytics are the following:

 ● Cluster autoscaling: The number of instances in a cluster can be managed in three ways 
using ADX: manual scale, optimized autoscale, and custom autoscale. ADX takes care of 
the cluster size in the optimized autoscale so that customers don’t have to be involved 
in the process. They only need to choose a lower/upper limit for the number of cluster 
instances, and ADX will optimize its instance count within these limits. When it comes to 
cost optimization, optimized autoscale is often the best option.

 ● Data exploration and visualization tools: Using ADX, you can perform searches and 
create dashboards. Dashboards can be accessed using the web UI, a stand-alone web app. 
Other dashboard services, such as Power BI and Grafana, are also linked with ADX. It is also 
possible to visualize data from within Excel, Tableau, Sisense, Redash, and Kibana. 

An ADX dashboard is shown in Figure 2:

Figure 2 – Sample dashboard from the Azure Data Explorer web UI
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When IoT data is analyzed, businesses get actionable insights to help them better understand 
their customers and their needs, reduce operational risk, and find inefficiencies and new income 
streams. With the correct IoT analytics platform, such as ADX, companies can simply combine, 
manage, and analyze data collected from connected products and machines. The key takeaways 
of using ADX for your custom IoT analytics solution are the ability to ingest massive amounts of 
data from different sources in near real time, analyze IoT data using the built-in capabilities for 
time series analysis and ML, and control the data, schema, data life cycle, and cost. In the next 
chapter, we will see how we can store log data for a long period of time while keeping it in a 
format that we can easily query.
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Manage long-term  
log retention

The technique of retaining and managing data and records for a set length of time is known as 
data retention or record retention. There are a variety of reasons why a company would need 
to save data: to keep correct financial records, to comply with local, state, and federal laws, 
to adhere to industry regulations, to guarantee that data is easily accessible for forensics and 
litigation, and so on. Every corporation must establish and implement data retention policies to 
meet these and other business requirements. In this chapter, we will look at how data retention 
policies can help us define the governance for the life cycle of data. We will then see specifically 
how in cybersecurity, data retention and log archiving play a crucial part in being able to 
investigate security issues. Finally, a solution idea is shown for long-term security retention that is 
based on ADX.

Data retention policies

Data retention policies typically define what data must be retained, how long it must be 
retained, whether it must be archived or destroyed, who has the authority to dispose of it, and 
what process must be followed in the event of a policy violation. They also define who has the 
authority to dispose of data. In addition to being designed to ensure proper data processing in 
compliance with existing legal laws and regulations, another goal of a data retention policy can 
be to increase the efficiency of an organization.

The length of time that a company keeps data accessible is referred to as data retention. For a 
variety of reasons, data should be preserved for different amounts of time. Data should only be 
retained for as long as it is necessary to the organization’s operations. That is why it is critical to 
do a thorough study before creating a data retention policy and determining the appropriate 
retention period for the information.
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Despite the fact that enacting data retention rules has significant operational advantages, the 
primary driver for many organizations to retain data is to avoid falling foul of local, state, and 
federal laws, as well as other industry standards. The reality is that many laws and regulations 
include precise terminology relating to records management, such as what data must be 
preserved and for how long it must be kept on file. If your organization does not adhere to these 
requirements, it may be subject to financial, civil, and/or criminal consequences.

Several industries have a regulatory requirement to save backups for 3, 7, 10, or 30 years or more. 
A business team in certain companies may need all data to be retained for a lengthy period of 
time, for example, in order to support intellectual property disputes, refer to previous initiatives, 
or retrieve old data for additional analysis.

Security log retention

As part of a cybersecurity plan, archiving logs is crucial. What kind of information is kept, how 
long, online versus offline, and whether the data is private are some of the questions you should 
be asking yourself. The audit logs, firewall logs (network or host), and intrusion detection system 
(IDS) logs are all appropriate places to start. Because of the sensitive information they contain, 
cybersecurity log files are also essential for investigations and prosecutions. Regardless of 
whether log files are stored in the cloud or a centralized repository, companies should regulate 
and monitor access to them. If sensitive data is communicated over the network, it should be 
encrypted, and logging settings should be configured to prevent any changes to previously 
written information. This ensures the integrity of log files. In terms of log storage needs, it is a 
good idea to design a cybersecurity log policy for your organization. While many organizations 
find that a minimum of 1 year covers most regulatory obligations, certain laws demand 
log keeping for up to 7 years. There are numerous criteria to follow while developing a log 
management plan. VISA CISP, SOX, GLBA, FFIEC, Basel II, HIPAA, NISPROM, and NERC are among 
the standards.
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Long-term security log retention with Azure Data 
Explorer

Security logs are important for recognizing risks and tracking illegal attempts to access data. 
They can also be used to prevent data loss. Attacks on information systems might begin long 
before they are identified. Access to long-term security records, as a consequence, becomes 
more crucial. It is vital to query long-term logs in order to determine the effect of threats and to 
investigate the propagation of unlawful access attempts on a network. 

This reference architecture describes a system for archiving security logs for an extended period 
of time. The ADX service lies at the heart of the architecture. In addition to providing low-cost 
storage for security data, this service also maintains that data in a manner that is easy to query 
and is especially useful as your data grows. For example, while security data may lose value 
over time, you might be required to retain logs for regulatory requirements or run periodic 
investigations on older data. Other main components include: 

 ● Microsoft Defender for Endpoint and Microsoft Sentinel, for these capabilities: 

 • Comprehensive endpoint security 
 • Security information and event management (SIEM) 
 • Security orchestration automated response (SOAR) 

 ● Log Analytics, for short-term storage of Sentinel security logs

This solution applies to various scenarios. Specifically, security operations center (SOC) analysts 
can use this solution for: 

 ● Full-scale investigations 

 ● Forensic analysis

 ● Threat hunting

 ● Security audits 
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Figure 3 – Long-term security log retention with ADX

The following points describe the architecture and the relevant components working together 
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 ● For SIEM and SOAR, an enterprise can use Microsoft Sentinel and Defender for Endpoint, 
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analytics to detect, hunt, prevent, and respond to threats across enterprises.

 ● Defender for Endpoint protects organizations from threats across devices, identities, apps, 
email, data, and cloud workloads. It uses native functionality to export data to Azure Event 
Hubs and Azure Data Lake. Sentinel ingests Defender for Endpoint data to monitor devices. 
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 ● By default, logs ingested into Microsoft Sentinel are stored in Azure Monitor Log Analytics. 
Here, Microsoft Sentinel uses Log Analytics as a data platform for exporting data to Event 
Hubs and Azure Data Lake. 

 ● ADX uses connectors for Azure Event Hubs, Azure Blob Storage, and Azure Data Lake 
Storage to ingest data with low latency and high throughput. This process uses Azure Event 
Grid, which triggers the ADX ingestion pipeline. 

 ● If needed, ADX continuously exports security logs to Azure Storage. These logs are in 
compressed, partitioned Parquet format and are ready to be queried. 

 ● To follow regulatory requirements, ADX can export preaggregated data to Azure Data Lake 
Storage for archiving. 

 ● Azure Log Analytics and Microsoft Sentinel support cross-service queries with ADX. SOC 
analysts use this capability to run full-range investigations on security data. 

 ● ADX provides native capabilities for processing, aggregating, and analyzing data. 

 ● Various tools provide near real-time analytics dashboards that quickly deliver insights, such 
as ADX dashboards, Power BI, and Grafana.

The solution offer many benefits, such as:

 ● Long-term queryable data store

 ● Full-scale forensic analysis 

 ● On-demand data caching

 ● Continuous exporting to archive data

 ● Proven query language

Using ADX to store logs cuts costs while still allowing you to query your data, which is very 
valuable as your data expands. While security data loses its usefulness with time, you could be 
obligated to keep records for regulatory purposes or to conduct periodic investigations on older 
data. Next, we will learn how ADX can be used to analyze data from content delivery networks 
(CDNs), which is a main component in many businesses that produce large amounts of valuable 
data for analytics.  
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Use CDN analytics

Azure CDN is a distributed network of servers that delivers online information to consumers 
quickly and effectively. To reduce latency, CDNs cache content on edge servers located near 
end users. Often, a CDN is used for distributing static resources to client applications, which is 
typically done via a website. The application might produce things at runtime and make them 
accessible to the CDN (for example, by building a list of current news headlines), but it does not 
do so for each request. 

An example of a common use for a CDN is to improve the overall user experience, particularly 
for users who are situated at some distance from the datacenter that hosts the application. These 
consumers would otherwise be subjected to greater delay. In many online applications, static 
material constitutes a significant fraction of the total size of the content; thus, employing a CDN 
can help maintain performance and overall user experience while removing the need to deploy 
the application to numerous datacenters. 

The large number of devices and appliances involved in an IoT solution might potentially 
overload an application if it were required to transmit firmware updates directly to each item. 
Here, a CDN can be used as a good delivery option for firmware updates. A CDN can assist in 
dealing with spikes and surges in demand without the need for the application to grow, hence 
minimizing the rise in operating expenses that would result from scaling. Whenever an operating 
system update is issued for a hardware device, such as an individual router, or for a consumer 
product, such as a smart television the demand for the update will skyrocket as it is downloaded 
by millions of users and devices in a short period of time. 

In e-commerce, CDNs allow websites to provide material such as photos and other files rapidly, 
independent of the amount of bandwidth (traffic) available or the location of the visitor. 
Load times for e-commerce businesses would be significantly longer if CDNs were not used, 
especially for users who were hundreds or thousands of kilometers from the host servers (such as 
international customers for US-based stores). CDNs are utilized for a variety of applications other 
than e-commerce, such as accelerating video, gaming, voice, and mobile content, among others. 
Websites that include movies or other big media files are more likely to make use of a CDN. 
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CDN logs

It’s easy to think of your CDN logs as just a way to measure how well your CDN is working. 
However, CDN logs are much more important. By analyzing the precise resources that users are 
requesting, you can discover your high-traffic sites. These high-traffic sites will make fantastic 
spots for ads or product promotions. In addition, you can determine where people drop off from 
your site and try to remedy those pages. You can use CDN logs to look for suspicious traffic. For 
example, online scraping software can crawl through your web pages. If you find something 
quickly going through every page on your site from the same IP address, you can be certain this 
is a scraper, and ban this IP. 

Content Delivery Networks produce vast volumes of log Files when they transmit video over the 
internet to our homes and Mobile devices. These logs include essential information regarding 
the operation of the CDN servers and the quality of the video streaming. These logs range into 
terabytes of data and managing this amount of data in real-time and applying analytics to 
understand customer experience and network faults needs the right tools.

Depending on which CDN provider you use, accessing the logs will be different:

 ● The Log Delivery Service from Akamai allows you to gather logs from their edge cache 
servers. 

 ● To extract logs, Fastly offers its own log streaming method. 

 ● Many common AWS technologies, such as S3 and Kinesis, are integrated with Amazon 
CloudFront to provide real-time and access logs. 

 ● Cloudflare offers two services: Logpush, which lets you select where your logs should be 
transmitted, and Logpull, which lets you query logs anytime you want. 

 ● Azure CDN also provides raw access logs as well as metrics to help track, troubleshoot, and 
debug issues.

Whatever approach you choose, you’ll need to develop a way to retrieve logs straight from your 
provider. After you’ve obtained the logs, you’ll need to know what you’re looking at. A popular 
format for a web access log is as follows. Be aware that you can modify the format of your logs 
on contemporary CDN systems to something better suited to CDN log analysis, such as JSON. 
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However, Azure Data Explorer allows you to ingest raw logs and traces and analyze the data by 
parsing, filtering and aggregating the data very performantly. This example will show you the 
sort of information that is generally accessible in your CDN logs and explain how to analyze 
them:

90.54.15.123 username [23/Dec/2021:13:55:36 +0000] “GET /photo.jpg HTTP/2.0” 200 132 3445

 ● IP address (90.54.15.123): This is the IP address of the user. Knowing the IP address can help 
you analyze a large number of requests coming from the same user. This can be useful for 
detecting suspicious activity.

 ● Username (username): This indicates the username passed in the request. Service providers 
can decode the authorization header to pull out the username. In a basic authentication 
request, username and password are encoded. In an event of suspicious activity, service 
providers can use it to track and block the user.

 ● Timestamp (23/Dec/2021:13:55:36 +0000): As the name implies, this part of the log specifies 
when the request was sent. Timestamps can be helpful for analyzing sudden spikes in 
traffic.

 ● Request line (“GET /photo.jpg HTTP/2.0”): The HTTP GET status used in this query indicates 
that a user made a request to the server. To send data to the server HTTP POST is used.

 ● HTTP Status (200): The server’s HTTP status tells you if it was able to complete a request. A 
status code followed by a 2 indicates a successful response whereas status codes starting 
with 4 indicate that the request couldn’t be completed. For example a 404 status code 
indicates that the requested page isn’t available.

 ● Latency (132): Latency is the amount of time it takes for you to respond to a request that 
reaches your CDN. Spikes in latency can indicate slowdown in response. This makes it a 
crucial metric to monitor.

 ● Response size (3445): A big response size indicates that the server has to do more work. 
Understanding the response size can help the service providers understand the load on the 
application.

Now that you know why collecting and analyzing CDN logs is important, you need a centralized, 
managed, scalable platform that can store and query your CDN logs in raw format on petabyte 
scale. Azure Data Explorer lets you integrate your CDN insights with your application logs, 
security scans, and other logs, allowing comprehensive visibility of the state of your system. 
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CDN analytics with Azure Data Explorer

This solution proposal illustrates low-latency high-throughput ingestion for massive amounts of 
CDN logs for constructing near real-time analytics dashboards.

Figure 4 – CDN analytics with ADX
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CDN logs are a wealth of information that can help you better understand your users’ behavior, 
your company’s performance, and the frequency of fraudulent requests that come to your 
website. These insights are essential for learning and developing your service in order to scale 
safely and accomplish your goals. ADX provides an innovative query language, Kusto, that is 
optimized for high-performance data analytics and is perfect for analyzing massive amounts of 
raw unstructured logs. If you have raw data already collected by logging systems, to demonstrate 
the real value that can be extracted from semi-structured data, ADX can be used to explore the 
raw data. In the final chapter, we will see how ADX can serve as a centralized analytics platform 
for logs. 
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Simplify monitoring 

Logs from networks, infrastructure, and applications are collected and stored in a central place 
for analysis via centralized logging. This gives administrators a unified picture of all network 
activities, making it simpler to detect and resolve problems. A centralized logging architecture 
will be discussed in this chapter, as well as how it works and how you can implement one. The 
goal of this chapter is to reveal additional log use cases and where logs can come from. We will 
discuss the benefits of a centralized monitoring solution, how it works, and how we can use ADX 
as a centralized logging solution to gather and analyze logs across an enterprise.
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Logs use cases

An IT system’s logs serve as a record of all actions, events, and modifications to the system. 
Troubleshooting difficulties with system functioning, performance, or safety are all things that 
they can assist you with. It is possible to track who made what modifications to the system by 
looking at logs. In addition, logs are generally required by law to meet certain standards. In 
the past, logging systems were focused only on the specific computers they were placed on. 
When a single server could provide a full range of services, this was regarded as enough. As a 
result, if you’re simply looking at one data source, you won’t get the complete picture in an era 
of multitiered microservices and network interconnection. The only way to figure out why your 
database is taking so long to respond is to examine the database’s slow query logs. It is common 
for systems to be divided into a front-end, middleware, and database layer. The underlying server 
and storage subsystem logs, name resolution performance, and the network all need to be 
examined. In order to know what’s truly going on in a distributed system, you need to gather all 
of the network-logged events in real time. Included in this set of logs are those from:

 ● Server infrastructure

 ● Storage

 ● Database

 ● API gateways

 ● Load balancers

 ● Firewalls

 ● Applications

Every component in your program contributes to its functionality, hence it is critical that you save 
all logs for each of these components in a central location. To view hundreds (or thousands) of 
lines of logs each day, you must log into numerous infrastructure components. While doing so, 
you’re virtually certain to miss critical events as a result. The logs, on the other hand, must not 
be ignored. A single pane of glass is the only realistic answer. While using a dashboard, you can 
automatically connect to all your systems and gather their logs in real time, and then show them 
in an appealing, easy-to-understand interface. Centralized logs have several merits, as we’ll see.
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Benefits of a centralized logging system

Logs generated by multitier systems can take on a variety of forms. When it comes to log 
management, Linux and Windows systems employ different tools, and other systems, such as 
databases, firewalls, and storage area networks (SANs), use their own proprietary file formats as 
well. Terabytes of logs are not unusual. 

To avoid overburdening storage devices and maintain system integrity, you can use compression 
algorithms. These algorithms determine the storage and retention capacity efficiency of current 
log management solutions, allowing them to filter any logs ingested. 

Logs from your servers can be rotated to save space on local storage by storing them all in one 
central place. In most cases, logs from centralized logging systems are stored in a proprietary 
compressed format, and you can choose for how long you need to preserve them. Customers 
can perform queries and anticipate search results immediately, while ingest latencies are kept to a 
bare minimum. 

It is also possible to improve and enrich recorded events using contemporary central logging 
systems. In order to connect apparently unrelated data points, they use artificial intelligence; 
events are linked together in order to discover problems and find the core causes. The most 
useful centralized logging systems have:

 ● Dashboards and charts.

 ● Alert settings for identifying major trends or anomalies.

 ● The ability to correlate between events and data.

Budgeting, capacity planning, and performance benchmarking all benefit from the information 
and dashboards generated by a centralized logging system.

In addition to sophisticated centralized log management, SIEM and SOAR are also critical 
for successful cybersecurity measures. In addition, expenditures connected with SIEM and 
SOAR solutions can be reduced. Modern log management systems can work together to give 
consumers extended retention and storage at a fraction of the expense.
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How does a unified analytics platform work?

First, all logs must be collected and stored in a safe area where they can be retrieved and 
analyzed as required. These systems must be linked in order for this phase to be completed. 
An agent running on the source server completes the integration process. Using a predetermined 
port, the agent log reads data from the server and delivers it to the centralized logging platform. 

Native techniques can also be used for integration. Log data might be sent directly to the logging 
server, for example, through the server’s Syslog daemon. Connecting to the logging environment 
of the cloud service (such as Azure Monitor) and reading the events may be necessary for cloud-
hosted services.

The next step is to process all of the obtained raw log data so that it can be used in a more 
practical manner. Transformation involves extracting certain data of relevance from the 
recorded events, such as the date/time, source IP, username, application name, and event 
message. Enriching the logging data can also be part of the processing step. Adding geolocation 
information to an IP address record, for example, can improve the event stream. A common time 
zone can be created by converting the timestamps of several logs. Filtering and compressing the 
remaining data is sometimes essential in a subsequent processing step.

Once an event has been handled, the logging platform indexes it using an internal process 
known as indexing. Creating a full-text or database index is a lot like this. Using this index, it is 
possible to speed up the process of searching logs. It is now possible to search and filter through 
recorded events after they have been indexed.

All the built-in and custom charts and dashboards are updated and refreshed at this stage by the 
centralized logging system to provide a whole new image of the system. Even though these four 
processes are different, they might all happen at the same moment. If the system is collecting, 
analyzing, and indexing new data as it pours in, your visualization charts will be updated 
dynamically while you are looking at a trend graph that was made a minute ago.
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Centralized logging best practices

Using a centralized logging system for your company might be complicated, so here is a 
compiled list of some of the best practices to keep in mind:

 ● Involve your employees in the process: Engage those who will be utilizing the platform 
from the outset. DevOps, SecOps, and so on are examples of these groups.

 ● Decide what you’ll be collecting: Determine which logs are most relevant to your 
monitoring needs and which events are most necessary to record. When it comes to firewall 
logs, for example, you may only be interested in connection rejection events. In addition, 
have a look at the following:

 • How long do you intend to keep your logs?
 • When normalizing timestamps, what is the most frequent time zone that you’ll be using?
 • Is there anything in particular you’d want to be able to access?

 ● Make it clear what results you’re seeking: Decide on what kind of output you want from 
the logs next. Is it real-time anomalies or historical patterns that are at issue? Alternatively, 
do you simply want to utilize your logs for security event alerts?

 ● Comply with legal and regulatory obligations: Certain industry standards mandate the 
redaction or encryption of sensitive data in logs as part of the archiving process.

Using the preceding points as a checklist, we can prepare and plan for designing and 
provisioning a central monitoring platform. In the next section, we’ll see a solution idea of a 
complete monitoring architecture in Azure based on ADX. 
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End-to-end monitoring solution in Azure

Figure 5 demonstrates a hybrid end-to-end monitoring solution integrated with Microsoft 
Sentinel and Azure Monitor for ingesting streamed and batched logs from diverse sources, on-
premises, or any cloud within an enterprise ecosystem:

Figure 5 – End-to-end monitoring with Azure Data Explorer
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This solution shows how to combine features provided by Microsoft Sentinel and Azure Monitor 
with ADX to build a flexible and cost-optimized end-to-end monitoring solution. The following 
are some examples in more detail:

1. Combine Microsoft Sentinel and Azure Monitor capabilities with ADX to create a scalable 
and cost-effective end-to-end monitoring solution. Here are a few examples:

 ● Use Microsoft Sentinel as a SIEM and SOAR component of your comprehensive 
monitoring system, ingesting security logs from firewalls, Defender for Cloud, and other 
sources.

 ● You can ingest logs from VMs, services, and other IT assets using Azure Monitor’s 
inherent features for IT asset monitoring, dashboarding, and alerting.

 ● In the following cases, use ADX for complete flexibility and control over all features of all 
kinds of logs:

 • Microsoft Sentinel and Azure Monitor SaaS products do not provide capabilities such 
as application trace logs out of the box.

 • Greater flexibility for creating near real-time analytics dashboards quickly and easily, 
granular role-based access control, time series analysis, pattern recognition, anomaly 
detection and forecasting, and ML. Databricks and Azure Machine Learning are two 
ML services that are nicely integrated with ADX. This connection enables you to create 
models using other tools and services and then export them to ADX for data scoring.

 • In order to save money, longer data retention is essential.
 • Different sorts of logs need a centralized store. As a single big data analytics platform, 

ADX enables you to create sophisticated analytics scenarios.

2. Use the ADX proxy functionality to evaluate data from Microsoft Sentinel, Azure Monitor, 
and ADX in a single query without transferring data across products.

3. Use native ADX connections such as Logstash, Azure Event Hubs, or Kafka to ingest logs 
with low latency and high throughput from on-premises or any other cloud.

4. Alternatively, use Apache NiFi, Fluentd, or Fluent Bit connectors to consume data over 
Azure Storage (Blob or Azure Data Lake Storage Gen2). The ingestion pipeline to ADX is 
then triggered using Azure Event Grid.

5. You can also continually export data to Azure Storage in compressed, partitioned Parquet 
format and effortlessly query that data.
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This end-to-end monitoring solution built on ADX makes use of both Azure’s SaaS and PaaS 
services. We are bringing together a wide range of data here, including security logs, system log 
data, network logs, and other custom logs. We are not duplicating any data with this solution; 
the data of security value is landing in Microsoft Sentinel, where we get the most value from it 
by using the security platform, and the data of IT monitoring is landing in Azure Monitor, which 
is the default service to provide native visualization and alerting capabilities. Everything else, 
can be handled with ADX. We can bring data from several custom sources by using many of the 
built-in managed pipelines to give a comprehensive, unified analytics platform. Once the data is 
in Microsoft Sentinel or an Azure Log Analytics workspace, or even directly in ADX, we can query 
it across these multiple stacks using the ADX proxy, making it extremely straightforward to build 
a comprehensive unified analytics platform on top of IT monitoring data. All of these services 
support KQL, making it extremely simple for anyone to learn one language and utilize it across all 
of these services.        
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Resources

1. Azure Data Explorer white paper—A cloud platform optimized for interactive, adhoc 
queries over structured, semi-structured, and unstructured data | Microsoft Azure

2. Azure Data Explorer monitoring—Potential use cases | Microsoft Docs 

3. Content Delivery Network analytics—Potential use cases | Microsoft Docs 

4. IoT analytics with Azure Data Explorer—Potential use cases | Microsoft Docs 

5. Intelligent Manufacturing made easy with Microsoft Azure—Learn how Azure securely 
unlocks value from manufacturing data | Microsoft Azure

6. Turn data into insights—Five ways to achieve operational intelligence with time series 
data | Microsoft Azure

7. Just Enough Azure Data Explorer for Architects | Microsoft Tech Community Blog

8. Azure Data Explorer | Microsoft Docs 

9. Long-term security log retention with Azure Data Explorer | Microsoft Docs 

10. Time series analysis in Azure Data Explorer | Microsoft Azure 

11. Anomaly detection and forecasting in Azure Data Explorer | Microsoft Docs

https://azure.microsoft.com/mediahandler/files/resourcefiles/azure-data-explorer/Azure_Data_Explorer_white_paper.pdf
https://azure.microsoft.com/mediahandler/files/resourcefiles/azure-data-explorer/Azure_Data_Explorer_white_paper.pdf
https://docs.microsoft.com/azure/architecture/solution-ideas/articles/monitor-azure-data-explorer
https://docs.microsoft.com/azure/architecture/solution-ideas/articles/content-delivery-network-azure-data-explorer
https://docs.microsoft.com/azure/architecture/solution-ideas/articles/iot-azure-data-explorer
https://azure.microsoft.com/resources/intelligent-manufacturing-azure/
https://azure.microsoft.com/resources/intelligent-manufacturing-azure/
https://azure.microsoft.com/resources/turn-data-into-insights/
https://azure.microsoft.com/resources/turn-data-into-insights/
https://techcommunity.microsoft.com/t5/azure-data-explorer-blog/just-enough-azure-data-explorer-for-architects/ba-p/1636234
https://docs.microsoft.com/azure/data-explorer/
https://docs.microsoft.com/azure/architecture/example-scenario/security/security-log-retention-azure-data-explorer
https://azure.microsoft.com/blog/time-series-analysis-in-azure-data-explorer/
https://docs.microsoft.com/azure/data-explorer/anomaly-detection
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Unlock opportunities with  
Azure Data Explorer

Data generated by enterprises is growing day by day, and there is a need for more effective 
techniques to handle a massive volume of diverse data. This e-book has uncovered the 
significance of ADX, which can solve those business requirements. ADX enables engineers, data 
scientists, and product managers to get ad hoc insights into their product operation and activity 
beyond IT operations or application performance management. It is a platform that can be 
used in many use cases, including building your own product features based on dynamic query 
generation and execution or a near real-time monitoring experience on top of preconfigured 
queries. 

In this article, you can find many useful links related to the product, social channels on ADX, 
videos, KQL sites to get you up and running with writing Kusto queries, free online training, and 
other technical posts.

https://techcommunity.microsoft.com/t5/azure-data-explorer-blog/adx-useful-links/ba-p/3268246
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